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The “big bang”



Tokenization



Tokenization



Sequence modelling - Decoder



Sequence modelling - Encoder/Decoder



Token embedding

Learnable 
mapping



Positional embedding

Learnable 
mapping



Attention!



Multi-head Attention



Layer normalization



Unembedding



Putting it all together

Residual connections

# layers

Encoder (optional)

Decoder (GPT)



Training a decoder 



Decoder inference
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